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Regulatory approaches to safety systems using artificial intelligence in autonomous
vehicles
Campbell Sims (Acmena)
With 1,134 deaths on Australia’s roads in the 12 month period preceding January 2022 and with
human fallibility resulting in over 90% of all road traffic accidents, the development and introduction
of Autonomous Vehicles (AV) utilising Artificial Intelligence (AI), provides an opportunity for safer
roads. However, rather conversely, various academic and research studies have shown that the
public have safety and ethical concerns over the use of artificial intelligence in autonomous vehicles.
The main perceived risks are those of removing the safe operation of a vehicle from the driver, as has
been the case for the past 130 years, to the vehicle itself. This results in the control system of the AV
making life or death decisions, pre-determined by a software engineer, writing algorithms.
The safe operation of AI controlled vehicles, the public would expect, would be governed by
regulation, however, regulation of fast emerging technology and unknown situations may be behind
the curve. Alternatively, regulation which is too stringent at an early stage may impede the
development of technology, which ultimately has the intent on making roads safer for all.
This paper examines the reasons why the public are concerned about AI being used in AV safety
systems and what can be done about it, from a regulatory perspective. However, the regulatory
landscape of AVs in general is evolving in terms of design, testing and through life operation.
Therefore, an assessment is undertaken on the specific AI elements of AV safety systems, and the
current and potential future state of regulation, both in Australia and internationally.

Assuring safety of AI-based automated driving systems
Vamsi K. Madasu & Kevin J. Anderson (Systra)
Automated Vehicles employ a number of sensor-based systems (viz. LIDAR) that rely on
Artificial Intelligence (AI) for decision making that takes place in driving automation systems,
such as, Automated Driving Systems (ADS). Assuring the safety of these AI-based ADS is
paramount for achieving overall safety assurance of automated vehicles. In this presentation,
we will explore different methods that can be utilised for assuring the safety of AI-based ADS.
The presentation will comprise of two major parts. In the first half, we will analyse traditional
functional safety assurance techniques that have been utilised for automotive software and
hardware. As part of this overview, we will also discuss the relevance of Automotive Safety
Integrity Levels (ASILs) to AI safety. The latter half of the presentation will delve into the three
key concepts of AI Safety, namely, robustness, assurance, and specification. In conclusion, we
will provide our outlook for the safety assurance of automated vehicles.
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Assuring autonomy – An examination of the literature and directions for applied
research
Marceline Overduin (Frazer-Nash)
Authors:
Rachel Horne - Trusted Autonomous Systems
Tom Putland - Trusted Autonomous Systems
Ben Southgate – Frazer Nash Consultancy
Marceline Overduin – Frazer Nash Consultancy
Sanjana Satheesh – Frazer Nash Consultancy
Stuart Taylor – Frazer Nash Consultancy
Abstract
Autonomous systems (AS) are developing at an unprecedented pace across all domains in both civil
and defence sectors. These systems, when acting independently or paired in human-machine teams,
can offer a range of benefits to users. Realisation of these benefits occurs when the systems are
considered trusted based on their safe, secure, and ethical performance. Assuring the safety of AS is
an ongoing challenge with existing safety assurance methods only applicable to the software and
hardware platforms that host the AS.
Trusted Autonomous Systems (TAS) and Frazer-Nash Consultancy are currently developing an AS
Safety Assurance Framework (SAF) Body of Knowledge (BoK). The aim of the SAF BOK is to assist
Australian industry, across all domains (i.e., maritime, air, and land), and enterprise sizes, in
providing:
•
a robust approach to demonstrate that their systems are safe
•
links to known standards, research papers and guidance
This paper presents a summary of the work to date, including the approach and development of a
body of knowledge of emerging standards and research papers. The aim of the body of knowledge is
to capture current thinking from standards organisations, professional bodies, and research and
development organisations in all domains. This body of knowledge will be analysed to extract
common themes across the domains and techniques. This analysis enables the generation of a SAF
BoK that is:
•
domain agnostic.
•
defensible
•
includes the whole lifecycle
•
provides clear linkage to security and ethics
With the aim that it can be read and understood by:
•
A non-safety engineer.
•
Whilst providing further guidance to safety engineers.
The initial draft of the AS SAF BOK is due mid-2022.
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Concepts in assuring AI
Ben Luther (Nova Systems)
Assurance is used by organisations to control risk; more specifically, the risk of a system not
performing the required function, consuming resources beyond budget, or causing damage or harm
to people or the environment. As a systems engineering activity, assurance is comprised of defined
test, inspection or analysis activity against the defined baseline performance, in the configuration
defined to be the system. And therein lies the rub. While traditional systems can be assessed against
the requirement in a known configuration, to achieve prescribed performance, a system featuring AI
is empowered to change its software configuration and deliver variable performance. The intended
function includes the intention for the system to work out the optimum configuration for itself, adopt
that, function and continue monitoring for further optimisation. The whole point is the ability of the
machine to change itself. And that invalidates the basis of systems engineering test and evaluation
activity to deliver assurance. With AI optimising systems on the basis of assessments of performance,
there is an aspect of decision making embedded in the software. Now that the system has options,
artificial intelligence brings social sciences to what has previously been a precise science. The task of
assurance of artificial intelligence is now one of assuring a variable system against a performance
standard that may not be the same as would be applied to a system that relied upon human
intelligence. With an eye on ethics, techniques for assurance of artificial intelligence are emerging,
assuring guard rails, without pursuing actual system performance in any particular instance. The
common concept of risk is also altered within a system that includes AI. With risk defined as a
function of consequence and probability, and probability the division of the sum of desired outcomes
over all possible outcomes, the inference is knowledge of all possible outcomes. With complex
systems featuring AI, that is an unsustainable claim that leaves AI systems in need of a new risk
framework. The social sciences are a rich source of contributions to the problem with lessons from
complexity, risk management and digital modelling, all coalescing into advanced test and evaluation
techniques and new risk frameworks for systems that feature AI.

Navigating the Assurance Landscape for Certification of Machine Learning in Civil
Aviation
Ganesh Pai (KBR / NASA Ames Research Center)
Amongst the first key steps in the certification or approval (C/A) of civil aviation systems is to
establish the acceptable means and methods of compliance to the applicable regulations. To that
end, regulatory guidance has conventionally invoked consensus-based assurance standards, which
can be categorized broadly by their underlying themes: process-centric development assurance,
performance-based assurance, and goal-based assurance. For airborne platforms, a combination of
the former two has been the norm, having been successfully employed to provide confidence that
the relevant certification requirements will be satisfied. For systems providing air navigation
services, goal-based assurance standards are increasingly being used together with performancebased standards to provide confidence that safety risks have been reduced to a tolerable level. The
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landscape of new assurance guidance currently available for deploying machine learning (ML) in
civil aviation applications is characterized by a handful of documents split between the themes of
development assurance [1, 2] and goal-based assurance [3, 4, 5]. In this presentation, we examine
the scope and applicability of those guidance documents from a C/A standpoint, comparing them
along various dimensions including: the relevance to different learning schemes and neural
architectures; the underlying learning assurance process; compatibility with the wider system safety
and engineering processes; and the proportionality of assurance. It is found that whilst these
guidance documents are in various stages of maturity and approach assurance through
complementary means, thus far none of them individually offer coverage of the full scope of
concerns applicable for C/A.

Operational Hazard Analysis
Murray Bailes
Operational Hazard Analysis (OHA) is an innovative, context-guided analysis method that enables the
characterisation of systems safety risk and the specification of the Operational Safety Requirements,
Systems Safety Requirements and safety argument for a capability.
OHA is derived from the concepts of DEF(AUST) 5679, an Australian standard for Safety Engineering
for Defence Systems, that is applied to the abstract, implementation agnostic, operational domain
model of a US Department of Defense Architecture Framework (DoDAF) style architecture.
The OHA method employs three causal chain viewpoints to characterise system safety risk. The first
viewpoint, an accident scenario, characterises how a hazardous system output (operational hazard)
can coexist with co-effectors in the systems deployment-context to result in an accident. External
mitigations may be added to an accident scenario to mitigate the characterised risk. The second
viewpoint, a hazard causal scenario, characterises how causal factors within the operation of the
system can result in an operational hazard. Internal mitigations can be added to a hazard causal
scenario. The final viewpoint, an input vulnerability analysis, characterising the potential for
erroneous system inputs to result in the causal factors identified in the hazard causal scenario. The
initial deployment-context-based accident analysis informs the subsequent hazard causal analysis
that in turn informs the input vulnerability analysis.
Operational hazards provide the basis of Operational Safety Requirements (OSR) that specifies the
safety goal of prohibiting the occurrence of the operational hazards. External mitigations and
internal mitigations provide the basis of the Systems Safety Requirements (SSR). The argument for
systems safety is defined by the traceability between the OSR goal of hazard prohibition and SSR
specify the mitigations that aims to achieve that goal.
Within this paper the OHA method is demonstrated using the operational model, for a hypothetical
Aerial Firefighting Management System.
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Conducting STPA in an MBSE Environment
Ben Marsh (Nova Systems)
Systems Theoretical Process Analysis (STPA) is an extremely powerful technique for the analysis of
modern, complex systems where the safety behaviour is dominated by the interactions between
components and external operators rather than simply the failure of individual components. In such
complex systems, the system is continually evolving throughout the development and service
lifecycles, which makes it difficult to maintain a control structure consistent with contemporary
design processes. Model Based Systems Engineering (MBSE) techniques offer the ability to maintain
control, but MBSE and STPA processes are not integrated leading to inefficiencies in both the safety
and systems engineering domains.
At Nova Systems, we have developed an approach which seeks to combine MBSE and STPA by
conducting the STPA within the modelling environment itself. This approach has significant
advantages over federated approaches including:
•
Consistency with both a waterfall and agile methodology, the process conducts the STPA at
varying levels of abstraction, starting with the highest level. During later developmental
phases where further information is known, the previous analysis can then be used to ‘zoomin’ and analyse the proposed sub-system design whilst maintaining consistency with the
overall approach.
•
Providing the analyst a methodology to capture all relevant information for a specific Unsafe
Control Action (UCA) during the generation of Loss Scenarios, which has advantages over
paper/federated methods where such information can be cumbersome and difficult for the
analyst to isolate the information required. The same structured approach provides
traceability and assurance of scope of consideration.
•
Information for the STPA analysis is taken directly from the model itself and is therefore
always up to date with changes in the model. The methodology ensures a consistency
between the model elements representing physical systems and external stakeholders whilst
maintaining a separate control structure. Changes to the physical systems will impact the
control structure.
•
System and Control Constraints can be integrated with the larger requirements management
approaches, ensuring the integration of the safety effort with the broader systems
engineering development efforts.
•
The information can be used to inform other analyses, such as a Functional Hazard Analysis,
with the information captured within the model and output as required.
Nova believes this approach may provide significant benefits for the safety analysis of autonomous
vehicles and applications involving machine learning where traditional approaches do not produce
satisfactory outcomes. This presentation will provide an overview of the approach and experiences
applying this to several projects within Nova Systems.
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Precision and objectivity in the expression of hazard controls
Dr. Phil Cook & Dr. Neil Robinson (RGB Assurance)
The process of hazard analysis for a system culminates in the definition of controls to suitably
mitigate the hazards identified. These serve as a conduit through which system safety engineers
communicate their intent for achieving a safe outcome to system designers, verifiers and validators,
operators and maintainers, and others. As such, the manner in which such controls are expressed is
important – a simple fact that is often overlooked. In this paper, we argue that hazard controls should
be expressed in a way that leads to a shared understanding of how safety is to be achieved. Not only
does this require a clear presentation of a control’s goal or expected outcome, but also how the
control serves to reduce safety risk. We motivate the discussion of these ideas with examples
inspired by real world transgressions we have observed. We also discuss strategies for balancing the
need for abstraction during early stages of hazard analysis versus the need for precisely and
objectively specified hazard controls during later project stages.

System and Software Assurance for AI Applications
Dr. Andrew Hussey & Maria Hill (Hitachi Rail)
AI is widely recognised as both promising to lower costs and improve accuracy and efficiency by
replacing tasks performed by humans with machine learning. At the same time, there is a growing
chorus of voices advising caution in the application and evolution of AI. Some of these concerns
relate to the safety of AI, in respect of the possible consequences of using such systems to perform
safety-critical tasks, especially in the military, but also in other sensitive applications. Current Safetycritical systems development has established well understood techniques and approaches for
managing the risk due to human involvement in safety-critical System functions. Human-factors
professionals have developed models of human behaviour to enable prediction of the probability of
erroneous action in different scenarios and circumstances. While AI may slot neatly into System
processes, replacing events involving humans in risk apportionment exercises, the assessment and
acceptance of such risks is less well understood. Existing assurance processes for SW may not neatly
apply to AI SW, so that Reference System acceptance principles, including field experience in
operation, may be required. This can be the case even where architectural approaches are taken to
limit the required integrity of the AI SW. Similarly, testing for AI SW poses challenges, including how
to separate the data used to “teach” the AI from the data that you will use to test it and how to
ensure the data used to “teach” the AI is not subject to the unconscious biases of the developers and
testers.
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